
High Performance Computing (HPC) has made enormous strides over the years, constantly 

pushing the boundaries of what is known and what can be achieved. Underlying this perpetual 

growth has been the steady, predictable increases in computing power delivered in accordance 

with Moore’s law, which for decades held true to delivering steady advances in processing power. 

What Can be Achieved with Next 
Generation Performance for HPC and AI

Unfortunately, Moore’s law is no longer valid as 

consistent gains in processing capabilities are 

not being delivered at the same steady pace. 

While CPU and GPU systems are still continuing 

to increase in performance, the amount of gain 

seen in each successive generation and rate at 

which those generations are coming to market is 

continuing to slow.  As we move through the era of 

exascale computing and into the zetascale, this 

challenge will only get worse.  

Further compounding the issue is the increasing 

role that AI is playing in HPC. AI, and deep 

learning in particular, is dramatically increasing 

our ability to extract value from data. While AI 

has made it possible to uncover connections 

in our data that were not previously possible, it 

has correspondingly increased the compute 

requirements to do so. These challenging 

applications are characterized by terabyte sized 

models, data sparsity and irregular control flow. 

As a result of these computationally intensive 

applications, and as the benefits of Moore’s 

Law continue to diminish over time, future 

improvements in computing performance will 

rely on specialized accelerators for applications 

in high performance computing, artificial 

intelligence, and traditional data processing. 

The question then becomes, what could be 

achieved if there was a different computing 

architecture, one designed for modern 

workloads? This is an important question as,  

when we look at the rapid adoption of 

applications which can be characterized by 

dataflow programming, it becomes clear that  

we do not simply have a processing problem. 

What we have is a data flow problem. 

Existing CPU and GPU based systems utilize 

an instruction set architecture (ISA) in which 

the processing unit performs kernel by kernel 

operations. In essence, the processor reads an 

instruction from memory, performs that instruction, 

and then writes the results back to memory. This 

lack of ability to manage how data flows from one 

intermediary calculation to the next can result 

in excessive data transfers and poor hardware 

utilization.This is the model that has been driving 

computing in the modern world and has enabled 

the advances that we have seen to this point. 

The question then becomes, what could be achieved if there was a  

different computing architecture, one designed for modern workloads? 



What if this limitation, this inherently redundant 

process, could be replaced with a dataflow 

architecture? An architecture where, instead of 

operations being seen as individual instructions, 

the whole system was seen as a series of 

consecutive pieces of information that are 

pipelined and processed concurrently.  

This type of architecture could 
fundamentally transform what  
is possible.

This type of architecture would be ideal for AI 

and HPC environments, including ML models/

surrogates and ML-augmented/accelerated HPC. 

For example, it would be well suited for partial 

differential equations (PDEs), which underlie 

much of the natural world and are ubiquitous in 

engineering and scientific modeling. Obtaining 

accurate and precise solutions to PDEs is both 

an important and a notoriously difficult and 

expensive problem. Physics-informed neural 

networks are ML-based PDE solvers that solve  

PDEs by building the PDEs into the loss function. 

As the neural network learns to make predictions 

about a PDE solution, it uses the PDE term in 

the loss to tailor its predictions according to the 

underlying physics. 

To build the PDEs into the loss function, partial 

derivatives of the prediction with respect to 

the input data are calculated by automatic 

differentiation. Calculated in this way, the depth 

of the computation graph grows exponentially  

in the order of the PDEs.

These deep computation graphs are well-suited 

to dataflow architecture. Instead of proceeding 

kernel by kernel through the computation graph, 

which can be slow, this new architecture would 

allow for data to be pipelined, enabling high 

compute utilization for faster model training.

In addition to dramatically accelerating 

computation, this new architecture could reduce 

or eliminate the limitations of internal memory 

faced by current technologies. 

Consider for example, high resolution image 

processing, such as that found in astrophysics, 

medical imaging, satellite reconnaissance, and 

other workloads commonly found in HPC and 

AI environments. When utilizing a traditional ISA 

based system, such as that of a GPU, any of these 

types of image processing efforts will require 

significant parallelization efforts, if the images 

can be processed at all. Beyond that there will 

traditionally need to be steps taken, such as tiling 

or image downsampling, which will reduce the 

quality of the output. 

What if that new architecture was designed to 

address large amounts of memory, eliminating 

the limitations that CPU and GPU based systems 

have in terms of memory per processor, enabling 

those new systems to handle enormous datasets, 

such as those in true resolution images?

Consider, for example, the Argonne Leadership 

Computing Facility (ALCF), a U.S. Department 

of Energy (DOE) Office of Science user facility 

located at DOE’s Argonne National Laboratory 

which recently announced that they have 

used deep learning in neutrino research. In that 

research, liquid argon time projection chambers 

(LArTPCs) are used to detect neutrinos. The 

challenge that they run into is that the resulting 

images are susceptible to background particles 

induced by cosmic interactions. 



To improve the neutrino signal efficiency, they 

use image segmentation to tag each input 

pixel as one of three classes: cosmic-induced, 

neutrino-induced, or background noise. They 

discovered that deep learning is a useful tool for 

accelerating this classic image segmentation 

task, but they were limited by the image size  

that available GPU-based platforms can 

efficiently train on. By leveraging a new type 

of system that is designed with a dataflow 

architecture and is capable of addressing  

huge amounts of memory, researchers reported 

that they were able to improve upon this  

method and establish a new state-of-the 

art accuracy level, while using images at 

their original resolution without the need 

to downsample. Their work demonstrates 

capabilities that can be used to advance 

model quality for a variety of important and 

challenging image processing problems.

What if this dataflow architecture were 

delivered, not as a discrete component such  

as a CPU or GPU, but as one part of a complete 

platform? A platform that has been designed 

specifically to deliver a full stack integrated 

solution, with easy integration with existing 

applications through common APIs.  

A platform that scales seamlessly across  

systems, virtually eliminating the inherent 

complexity of parallelizing CPUs and GPUs, 

which is so much of the overhead that goes  

into modern HPC solutions. 

In HPC environments the effort to parallelize both 

the computing environment and the data are 

significant in terms of both the time, expertise, 

and infrastructure required. That is why it is 

critical that HPC and supercomputing centers 

take advantage of the new type of solution as 

soon as possible. The challenge presented by 

legacy CPU and GPU based systems will only get 

worse as we consider the impact of AI on HPC. 

Solving the challenge presented 
by legacy CPU and GPU 
architectures has never been 
more urgent.  

Over time, AI models have consistently 

experienced a 10x annual growth rate.  

With Moore’s Law no longer being able to be 

counted upon, a solution that utilizes a dataflow 

architecture, combined with a full stack 

software solution that seamlessly scales across 

any number of systems and automatically 

configures itself to best process the data will 

enable the next era of computing.  



To discover how this new type of solution, 

which combines a revolutionary 

architecture as part of an integrated full 

stack solution, join SambaNova in Hall H at 

booth A-108, or visit us at SambaNova.ai
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